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Preliminary Questions

 What do you hope I'll cover?

o Stop me if needed to have time for demos




Background (1)

e ‘87 —90: Tektronix (GWD)

— “Programmable” graphics -- series of custom
micro coded engines for vertex, rasterization,
and fragment operations

e 90 — ‘00: Intergraph
— Series of DSPs for geometry, hardwired
rasterization and fragment processing

— VLIW geometry, hardwired fragment
processing (Wildcat)




Background (2)

e '00—-'06: 3Dlabs i » 77
— P10 (UK design)
» Scalar vertex, pixel, and FB shaders
* Virtual memory (since P3)
* No tools, so software to exploit programmability, so...
* [nitial seed for OpenGL Shading Language

— W20 (VSU) / P20 (VPU)

* Vec2 based vertex shader

« Scalar pixel shader

e Wildcat Realism 100, 200, 800
— P30

* Closed 1 month after working 1st silicon (300M transistors), and...
— P40

DX 10 architecture development 80% done

e What next???




Background (3)

<ANVIDIA.

o ‘06 — NOW: = wordwids Loader in Programmabie Graphics Processor Technologies
— Very dynamic, challenging, and
pioneering company
— Very smart and motivated employees

passionate about graphics



What is a GPU Shader?

e GPU stream processor [pat Hanrahan, GP2, 2004]

— Parallelism
e Data Parallelism
e Task (pipeline) Parallelism

— Communication

Producer-consumer locality

Predictable memory access pattern

No read-write hazards; simple coherence
Hide latency of random memory accesses
High arithmetic intensity (Compute/BW)

— Register Hierarchy
« Somewhat lacking in GPUs




CPU — Instr Stream Processor

e von-Neumann architecture
— Instr, Data iIn same memory

* Instructions stream through processor
— Pull data in as needed
— Data driven by instruction sequence

 Inefficient for uniform ops on large blocks
of data

[Stzodka 2005] Robert Strzodka, Michael Doggett, Andreas Kolb, “Scientific Computation for Simulations on Programmable Graphics Hardware”, Simulation Modelling Practice and Theory 13:8
(2005) 667681,




GPU — Data stream processor

e Kernel loaded into processor
e Data streams over the processor

* Hierarchy of data storage (ideally)
provides producer-consumer locality




E.g.: Matrix Addition

/[ instruction stream /[ data stream
for(i=0;i<NumRows;i++) setinputArrays(A, B);
for (j=0;]<NumCaols; j++) setOutputArrays(C);
Cll[l = Alif] + loadKernel("return a+b;");
B[] execute();

[Stzodka 2005]




GPU vs CPU Differences

GPU

CPU

Lots of Flops

Lots of Cache

Specialized (PEG, Tex)

General

Coarse Branching

Fine Branching

Arch evolution (slowing)

Arch continuity

Black box

Lots of documentation

Emerging HLL, tools

Mature HLL, tools




GPU vs CPU Performance

 What does all this give us?

GPU (GeForce 6800) CPU (3 GHz P4)
45 Gflops peak 12 Gflops peak (SSE2)

36 GB/s peak BW 6 Gflops peak BW
21 GB/s from ?K L1 44 GB/s from 8K L1

e How does it do it...

[Pat Hanrahan, GP?, 2004]




3Dlabs Pxx
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Geom Pipe (GP)

— Vertex Shader (GS),
Clipping, Viewport, ...

— 1 — N Shaders / GP

— 1-KGP/chip

Frag Pipe (FP)

— Rasterization, Visibity,
Fragment Shader,

Texture, Z/Stn, Pixel
Shader, ...

— 1 - P shaders/FP
—1-QFP/chip
Unified shader design

— Same ISA, different
specializations

Virtual Memory




NVIDIA GeForce 6800

e 222M Transistors, 130 nm, 2004
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NVIDIA GeForce 7800 (1)

302M transistors, 110 nm, 2005
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[http://www.xbitlabs.com/articles/video/display/g70-indepth_2.html]




NVIDIA GeForce 7800 (2)

e Detalls

Input Shaded
Input Vertex

Data Texture Input Fragment Fragment Data
Data l

‘ Pixel X-Bar Interconnect

Mulisample A4

L2 Texture ) Miri-ALL
Cache

Viewpart Processing

To Setup Shaded Fragments

http://www.techreport.com/reviews/2005g2/geforce-7800gtx/index.x?pg=1




NVIDIA GeForce 7800 (3)

e Same basic architecture as NV40, but...

 More, faster, and tweaked
— VS 1.3x faster in scalar math ops
— PS 2x faster in vec4 MADDs
— CROP can double as ZROP




NVIDIA GeForce 7800 (4)

SIMD PS, as 2 x 2 Quad

Each element has 2
FP32 Vec4 ALUs

Limited connectivity

— 2 x 2 for finite differences
P, =P1-PO
P, = P2 — PO
Classical SIMD has
array with general ICN
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NVIDIA GeForce 8300 (2)

» Unified Design




NVIDIA GeForce 8300 (3)

 Workload
can change

per app, per
frame, per

rendering
pass within
a frame, ...




NVIDIA GeForce 8800 (4)

* Unified shaders benefits developers / users

— GPU is complex
e Hard enough to architect VS, GS, PS
 Hard enough to layout a 700M transistor chip
e GeForce, Quadro, nForce, GoForce, ...

— GPU is black box
« Hard enough to learn quirks of n shaders let alone 1

— HLL / Tools — one compiler target

« Good optimizing compiler takes 50 person-years to
erte [Cooper, GP?, 2004]

 Hopefully leads to stabllity / flexibility




NVIDIA GeForce 8300 (5)

Scalar ALUs

Don’t forget about L2
cache on the other
side of the crossbhar

— Each TPC can access
each L2

Virtual Memory
DX10




NVIDIA GeForce 8300 (6)

e G7X had ShadeI’S 1 and 2 (power, perf, area)

— Lots of fragments in flight to hide latency large
branch granularity

e G8x decouples memory (texture) and shader
ops

— Lots of threads in flight to hide latency (thread stalls
on texture reference if unavailable)

[www.nvidia.com, NVIDIA GeForce 8800 GPU Architecture Overview, TB-02787-001_v1.0 31 November 8, 2006]




NVIDIA GeForce 8300 (7)

« Examples of branch granularity

GPU Branch Granularity
NVIDIA NV4x ~1K pixels

NVIDIA G70 ~256 pixels

ATl R580 48 pixels
NVIDIA G80 16 vertex, 32 pixels

ATl R600 ?7?

www.anandtech.com/video/showdoc.aspx?i=2870&p=7




DX10 Pipeline

o Geometry Shader
e Stream Output




Shader
Models DX8 SM 1.x DX9 SM2 DX9 SM3 DX10 SM4

Vertex Instr 128 256 512

Pixel Instr 4+ 8 32 + 64 512

Vertex Const 96 256 256

Pixel Const 8 32 224

Vertex Temps 16 16 16

Pixel Temps 2 12 32

Vertex Inputs 16 16 16 16

Pixel Inputs 10 32 (and GS)
Render Targets 4 8

64K

16 x 4096

4096

Vertex Textures 4

128
Pixel Textures 16

2D Tex Size 8K x 8K

Int Ops no YES
Load Op no YES
Derivatives YES YES

Vertex Flow Ctrl Static/dynamic

_ _ Dynamic
Pixel Flow Ctrl Static/dynamic

[http://Iwww.anandtech.com/video/showdoc.aspx?i=2870&p=4]




NVIDIA CUDA (1)

 Compute Unified Device Architecture

« GPGPU / stream processing without having to pose problem in
graphics context.

[lan Buck, www.gpgpu.org/sc2006/slides/08b.buck.cuda.pdf]




NVIDIA CUDA (2)

« Parallel Data Cache — ICN among processors
« Adds to register hierarchy, increases P-C locality
 GPU now much closer to stream processor

[lan Buck, www.gpgpu.org/sc2006/slides/08b.buck.cuda.pdf]




NIVIDA CUDA (3)

 Game Physics -- this guy... (Frame 1868)

Futuremark 3DMark06 GT1, Return to Proxycon




NIVIDA CUDA (4)

 seems to cause lots of havoc... (Frame 1911)

Futuremark 3DMark06 GT1, Return to Proxycon




NIVIDA CUDA (5)

e but where’s the damage? (Frame 1968)
 how has the scene changed?

Futuremark 3DMark06 GT1, Return to Proxycon




Performance revisited...

« Update CPU to be fair

3.0 GHz Intel
Core2 Duo
GeForce | GeForce | wyoodcrest xeon
8800 6800 5160) [2]

518 peak
Gtore 45 peak | 48 peak
Gor s peak | 21 poak
L1 BW 691 | oy oo >
(GBIs) (16K L1) i (22K L1)

[1] www.digital-daily.com/video/geforce _8800/index03.htm
[2] www.gpgpu.org/sc2006/slides/01.luebke.Introduction.pdf
[3] www.gpgpu.org/sc2006/slides/08b.buck.cuda.pdf




Observed Performance

* Observed perf, from GPUBench, | think...

[John Owens, SUPERCOMPUTING 2006 Tutorial on GPGPU ]




Rules of Large Chips

« Compute is cheap
— Parallelism is easy to exploit in graphics
— GPUs are “embarrassingly parallel”

(David Kirk, NVIDIA Chief Scientist)

— Can parallelism be used efficiently for other
purposes (game physics?)

 Bandwidth, Communication, and Power
are Expensive
— Locality is important
» Saves latency, power
— Arithmetic intensity is important

[John Owens, SUPERCOMPUTING 2006 Tutorial on GPGPU , from Bill Dally]




Demos...

* Play movie first
* Drive manually later




NVIDIA Demo: Adrianne

“Fully unified shader core dynamically
allocates processing power to geometry,
vertex, physics, or pixel shading
operations, delivering an incredibly true-to-

life 3D graphics.”




NVIDIA Demo: Froggy

“... GeForce 8800's unified shader and our new streamout feature
make all of this possible. The unified shader balances any
combination of vertex, geometry and pixel shading for maximum
hardware acceleration... Streamout allows the GPU to calculate the
interactive, deforming skin of the frog. With older generation GPUs
this type of interactive GPU acceleration wasn't practical.

The skin shader is a modified version of the Adrianne skin shader
with modified scattering properties derived from photos of real frog

skin. The shader has high-detail bump and detail maps and a
complex, physically-based lighting model that simulates sub-surface
scattering.

In addition, the scene is rendered with high-quality supersampling
for jaggy-free AA. Froggy's eyes are wet and shiny courtesy of a
custom shader that raytraces the irises and simulates refraction.
Flr]o%gys world also includes dynamically-generated lights and
shadows.

[http://lwww.nzone.com/object/nzone_froggy_home.html]




NVIDIA Demo: Waterworld

e Demo not released
yet — movie version

“Dynamic geometry
creation smoothes
surfaces and enables
iIncredibly detailed
environments,
shadows, and
effects.”

[http://Iwww.nvidia.com/page/geforce8.html]




NVIDIA Demo: Box of Smoke

“... This demo not only shows the graphics
horsepower of the GeForce 8800, but the
computational horsepower as well. As you move
the smoke generator within the box, the
computational fluid dynamics simulation is being
processed in real time on the GPU. Yes, all the

Navier-Stokes egations associated with the
smoke movent are being evaluated on the

GPU! This enables unprecedented performance
for real-time fluid simulation. See how easily the
smoke moves as you swirl the smoke generator.
Watch how vortices are generated as you
quickly move the smoke ball through the
volume...”

[http://www.nzone.com/object/nzone_boxofsmoke_home.html]
[http://graphics.cs.uiuc.edu/svn/kcrane/web/project_fluid.html]




Demo: OpenGL Geometry Shader Marching Cubes

“This simple example will show how to use GLSL Geometry Shaders
(EXT_geometry_shader4 and EXT_gpu_shader4) and the new
Integer texture formats (EXT_texture integer) extensions to
implement the Marching Cubes algorithm entirely on the GPU...

Geometry Shader stage take place between Vertex Shader and
Viewport Clipping stage. It operates on assembled primitives
transformed by Vertex Shader (Points, Lines or Triangles) and
generates -per primitive- a set of new primitives (whose types are
currently limited to Points, Line Strip and Triangle Strip) that are

assembled in another assembly stage before being sent to Clipping
stage and rasterization....

The idea of the algorithm is to send points primitives to the Geometry
Shader, each point representing one Marching Cube grid cell. The
Geometry Shader Operate on each point and generate for a point
the set of triangles needed to cut the cell with isosurface. 3D scalar
field values are fetched from a 16 bits floating point 3D texture and
the two accelerations tabs are fetched with integer access to 2D
Integer textures...”

[http://www.icare3d.org/content/view/50/9/]




Demo: Ray Tracing Quaternion Julia Sets

* Arithmetic intensity
e Takes advantage of dynamic branching
 Much faster than on 7800 GTX




Questions?

e Or, what did | fail to cover?




Nvidia is the Borg, ATI are the Klingons

An outsider who's been an insider, twice, ponders

By Fuad Abazovic: Wednesday 29 March 2006, 11:41

SOMEBODY out there actually gets the picture about the graphics industry. It is is a little bit
more rough that you would expect.

A chap that spent "time" with both graphic companies and knows a lot of people from both
the green and the red camps describes Nvidia as the Borg cube with a collective mind. We
could not agree more as Jensen is the queen of the Borg ship that lives in Unimatrix zero also
known as Santa Clara.

Jensen is a perfectionist, just like the Borg, and there is nothing wrong with that. The only
problem is that Jen Hsun Huang makes everybody work numerous hours a day and that if you
want to be a successful Nvidia drone you have to work much, much longer than eight hours.
Nvidia is as arrogant as the Borg and that usually leads it into errors because it can
underestimate its competition.

The chap was not easy on ATI as well. He said ATl is like a Klingon bird of prey. He said
that ATI can really seem disorganised and lost. This is what you experience at Markham, the
Klingon home world. Our source implied that you usually have to fight your co-workers to get
even the simplest things done. But just like Klingons, if you are strong enough you will get your
project going.

Despite this, both collectives get things done and do a lot.

If you don’t know what the Borg and the Klingons are | advise you to watch a few seasons of
Star Trek of your choice or simply Google it. We think that this might help you understand the
graphic companies a little bit better. p L'INQS

www.theinquirer.net/default.aspx?article=30628




